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Abstract—Cut trees are a compact representation of the
edge-connectivity between every pair of vertices of an undi-
rected graph, and have a large number of applications. In this
work a parallel version of the well known Gomory-Hu cut
tree algorithm is presented. The parallel strategy is based on
the master/slave model. The strategy is optimistic in the sense
that the master process manipulates the tree being constructed
and the slaves solve minimum s-t-cuts independently. Another
version is proposed that employs a heuristic that enumerates
all (up to a limit) of the minimum s-t-cuts in order to
choose the most balanced one. The algorithm was implemented
and extensive experimental results are presented, including a
comparison with Gusfield’s cut tree algorithm. Parallel versions
of these algorithms have achieved significant speedups on real
and synthetic graphs. We discuss the trade-offs between the
two alternatives, each of which presents better results given the
characteristics of the input graph. In particular, the existence
of balanced cuts clearly gives an advantage to Gomory-Hu’s
algorithm.

I. INTRODUCTION

A cut tree is a combinatorial structure that represents the
edge-connectivity between all pairs of nodes of undirected
graphs and its construction is the means to solve efficiently
the all pairs minimum s-t-cut problem. Cut trees are widely
used in the solutions of important combinatorial problems
in areas such as routing, graph partitioning, graph clustering
and graph connectivity, e.g. [1]–[5] Cut trees also have many
direct applications. They have been applied in scheduling
problems [6], social network analysis [7], biological data
analysis [8], [9], among many others.

In a 1961 seminal paper [10], R. E. Gomory and T.
C Hu showed that the all pairs minimum s-t-cut problem
on undirected graphs can be solved with n − 1 calls to a
minimum s-t-cut algorithm instead of the

(
n
2

)
calls required

by the straightforward solution. The solution comprises the
construction of a tree that encodes one minimum s-t-cut
between every pair of vertices of the input graph. This tree
is known as a cut tree or Gomory-Hu tree.

Despite of the numerous applications of cut trees, few
studies were published on the practical performance of
cut tree algorithms. The paper by A. V. Goldberg and K.
Tsioutsiouliklis [11] is an exception. That paper presents an

experimental study comparing implementations of the two
well known algorithms to compute a cut tree of an undirected
graph: Gomory-Hu’s algorithm and Gusfield’s algorithm. We
refer to these algorithms as GH and Gus algorithms.

The GH and Gus algorithms are similar to the extent
that both call a minimum s-t-cut algorithm n − 1 times.
The difference between them resides on the fact that the
Gus algorithm finds the n − 1 cuts in the original input
graph whereas the GH algorithm contracts the graph as it
progress. There is clearly a trade-off between them since
the Gus algorithm is a simple loop calling the minimum cut
procedure while the GH algorithm requires the manipulation
of nontrivial data structures in order to keep track of the
tree being constructed and the contracted graphs, but may
decrease the size of the subproblems along the way.

In terms of efficiency, the GH and Gus algorithms have
the same worst case time complexity and, in practice, the
running times of neither of them dominate the running times
of the other in every instance. After experimenting with both
algorithms in many classes of graphs, A. V. Goldberg and
K. Tsioutsiouliklis conclude that their optimized version of
the GH algorithm is “more robust” than their version of
the Gus algorithm. The reason is that in certain instances,
GH algorithm outperforms Gus algorithm by a large margin,
while the opposite never occurs even though Gus algorithm
is the fastest implementation on many families of graphs.
GH algorithm only outperforms Gus algorithm when the
existence of balanced cuts allows the algorithm to reduce
considerably the size of the graph.

A previous paper by our research group [12] presented
experimental results of various parallel implementations of
Gus algorithm. That work reports good speedups that are
achieved by computing the minimum cuts in parallel using
an optimistic strategy that discards cuts that cannot be used
at the time their computations have finished.

In this paper, a parallel implementation of the GH algo-
rithm is presented together with experiments that show its
performance. We compare the parallel versions of GH and
Gus algorithms and discuss their trade-offs.

This paper is organized as follows. In Section II we
present an overview of the previous research on cut trees.



Section III gives basic graph theory definitions including the
definition of cut trees. Section IV describes Gus and GH
algorithms in its sequential versions. Section V reviews the
parallel Gus algorithm and presents the parallel implementa-
tion of the GH algorithm. Section VI defines the environment
and the parameters used in the experiments and presents the
experimental results. Finally, in Section VII, we present the
conclusions and future work.

II. RELATED WORK

The concept of cut trees and a cut tree construction
algorithm were discovered by R. E. Gomory and T. C. Hu
in 1961 [10]. Another cut tree algorithm was discovered
by D. Gusfield in 1990 [13]. Both algorithms require the
computation of n − 1 minimum s-t-cuts (or, equivalently,
maximum flows). The fastest deterministic maximum flow
algorithm, by A. V. Goldberg and S. Rao [14], runs in time
O(min{n 2

3 ,m
1
2 }m). An extra O(n) factor gives the worst

case time complexity of the best deterministic algorithm to
find a cut tree of a weighted undirected graph.

For the more specific case of unweighted undirected
graphs, the randomized algorithm by A. Bhalgat et al.
[15] finds the cut tree in time O(mn). Their algorithm is
intricate and no implementation has been reported. In the
case of planar graphs, a fast algorithm with running time
O(n. log4 n) was presented recently by G. Borradaile et al.
[16].

The only published experimental study on cut tree algo-
rithms is the paper “Cut Tree Algorithms” by A. V. Goldberg
and K. Tsioutsiouliklis [11]. They compared the (sequential)
GH algorithm with the Gus algorithm. They concluded that
an optimized version of the GH algorithm is “more robust”
than Gus algorithm as discussed above.

To our knowledge, the only research paper dealing with
parallel cut tree construction is [12] by our research group.
It describes OpenMP and MPI implementations of the Gus
algorithm and presents experimental results showing that
good speedups can be achieved by the proposed parallel
version of the algorithm.

The sequential Gusfield’s algorithm consists of n − 1
calls to a maximum flow algorithm and the parallel version
optimistically makes those calls in parallel. Even though the
iterations may depend on previous ones, the experiments
presented in [12] show that this a priori assumption rarely
affects the performance of the algorithm and a significant
speedup can be achieved. The implementations were tested
using real and synthetic graphs representing potential appli-
cations.

III. DEFINITIONS

A graph G is a pair (V (G), E(G)) where V (G) is a finite
set of elements called vertices and E(G) is a set of un-
ordered pairs of vertices called edges. A capacitated graph
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(a) An undirected weighted graph and
a minimum A-F-cut.
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(b) A cut tree of the above graph.

Figure 1. Examples of an undirected graph, a minimum cut and a cut
tree.

is a graph G associated with a function c : E(G) → Z+

defining the capacities of the edges in E(G).
Let G be a capacitated graph. A cut of G is a bipartition of

V (G). The cut induced by a set X ⊂ V (G) is the bipartition
{X,X} of V (G) induced by X , where X = V (G) − X .
The set EG(X,X) = {{u, v} ∈ E(G) : u ∈ X, v ∈ X}
contains the edges that cross the cut {X,X}. The capacity
of the cut {X,X} is c(X,X) =

∑
e∈EG(X,X) c(e).

Let s and t be two vertices of G. An s-t-cut of G is a
cut {X,X} such that s ∈ X and t ∈ X . A minimum s-t-cut
is an s-t-cut of minimum capacity. A cut {{s}, V −{s}} is
called a trivial cut. The local connectivity between s and t in
V (G), denoted by λG(s, t), is the capacity of a minimum
s-t-cut. The minimum s-t-cut problem and the maximum
flow problem are dual and λG(s, t) equals the value of
a maximum flow between s and t. Any maximum flow
algorithm for directed graphs can be used to compute the
local connectivity in undirected graphs using the reduction
that transforms each undirected edge into two antiparallel
edges.

All pairs minimum connectivity. Consider the problem
of finding the local connectivity between all pairs of vertices
of an undirected graph. The naive solution consists of
running

(
n
2

)
maximum flow algorithms, one for each pair

of vertices. R. E. Gomory e T. C. Hu [10] showed that
only n − 1 maximum flow computations are necessary.
The solution to the problem consists of constructing a
weighted tree that represents the values of all pairwise local
connectivities.

A flow equivalent tree of a graph G is a capacitated tree
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(a) The algorithm starts.
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(b) Minimum 2-1-cut.
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(c) Minimum 3-1 cut.
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(d) Minimum 4-2 cut.

Figure 2. First 3 steps of the GH algorithm.

T with vertex set V (G) such that for all u, v ∈ V (G) the
minimum capacity of an edge on the path between u and v
in T equals the local connectivity λG(u, v), i.e., λT (u, v) =
λG(u, v), for all u, v ∈ V (G).

A cut tree is a flow equivalent tree T such that the cut
induced by removing an edge of minimum weight from the
path between u and v is a minimum u-v-cut of G, for all
u, v ∈ V (G). Cut trees are also called Gomory-Hu trees
[17].

Figure 1b shows a cut tree of the graph of Figure 1a.
Figure 1a shows a minimum cut between vertices A and F
induced by the removal of the edge {C,D} from the tree.

IV. CUT TREE ALGORITHMS

Two cut tree algorithms for weighted undirected graphs
are well known: the Gomory-Hu’s (GH) algorithm [10] and
Gusfield’s (Gus) algorithm [13]. Both algorithms make n−1
calls to a maximum flow algorithm and they use a divide
and conquer approach. The algorithms differ in their data
structure: while the GH algorithm contracts the original
graph, Gus algorithm computes all cuts on the input graph.
The descriptions of these sequential algorithms follows. The
undirected input graph is denoted by G = (VG, EG) and the
tree being constructed is denoted by T = (VT , ET ). The
elements of VG are called vertices (of the input graph) and
the elements of VT will be called nodes (of the tree) to avoid
ambiguities.

A. Gusfield’s Algorithm - Sequential Version

The sequential Gus algorithm consists of n−1 iterations,
each of which containing a call to a minimum s-t-cut
algorithm in the input graph. Assume the vertices of the
input graph are identified by integers from 1 to n. Initially,
the tree is a star with all nodes pointing to node 1. At each
iteration, the algorithm chooses a different source vertex
s ∈ VG, s ≥ 2. This choice determines the destination

vertex t as the current neighbor of s in the tree. Then, a
minimum s-t-cut is found in G, what can be done using a
maximum flow/min cut algorithm. The tree is reshaped as
follows: every neighbor t′ of t, t′ > s, that sits on the side
of s of the cut, gets disconnected from t and gets connected
to s. The algorithm ends when each node from 2 to n has
been the source of an iteration. The implementation of the
algorithm is simple and requires no changes in the minimum
s-t-cut algorithm of choice. This version of the algorithm
finds a flow equivalent tree. A small change in the algorithm
causes it to produce a cut tree: remove the restriction that
t′ > s while updating the tree.

B. Gomory-Hu Algorithm - Sequential Version

The GH algorithm [10] also consists of n− 1 iterations,
each of which finds a minimum s-t-cut, but unlike the Gus
algorithm, the minimum cuts are searched in contracted
versions of the input graph. The algorithm starts with a tree
T with a single node S identified with all vertices of the
input graph, that is, S = VG. See Figure 2. At each step,
the algorithm picks two vertices s and t of VG contained
in the same node of the tree, say, X ∈ VT . For each
connected component of T − X , the algorithm contracts,
in G, the correspondent vertices of G into one node. A
minimum s-t-cut is found in the contracted graph. The tree
node X is split into two nodes Xs and Xt containing s and
t respectively. The other vertices in X are inserted in Xs

or in Xt and the tree edges are rearranged in accordance
to the cut just found. The algorithm ends when every node
contains only one vertex. Figure 2 shows 3 steps of the GH
algorithm. Below we give a formal description of the GH
algorithm.

Let P be a partition of VG. Let T = (P,ET , c) be a tree
with edge capacities defined by a function c : ET → Q. The
nodes of the tree are sets of vertices of VG contained in the
partition P . Each partial tree will correspond to a partition of



VG and the final tree will correspond to the trivial partition
{{v} | v ∈ VG}.

We say that T is a cut tree of G with respect to the
partition P if for each edge e = {Vu, Vv} ∈ ET , there
exist vertices u ∈ Vu e v ∈ Vv such that λG(u, v) = c(e)
and the partition of V obtained by the deletion of e from T
induces a minimum u-v-cut of G. We denote by CT (e) the
cut of G induce byl the components of T − e.

The GH algorithm relies on the following lemmas:
Lemma 4.1: Let {X,X} be a minimum x-y-cut with x ∈

X . Let s, t ∈ X and let {S, S} a minimum s-t-cut such that
y /∈ S (interchange S and S if necessary). Then, {X ∩
S,X ∩ S} is a minimum s-t-cut.

Lemma 4.1 implies that if the set X is contracted in
G, then for any pair of vertices in X , there exists a
minimum s-t-cut in the contracted graph that corresponds
to a minimum s-t-cut of the original graph. Let {X,X} be
a minimum cut and let G/X be the graph produced by the
contraction of the vertices in X of G. The lemma 4.1 shows
that λG(s, t) = λG/X(s, t), that is, a minimum s-t-corte of
G can be found alternatively in G/X .

Let X1, X2, . . . , Xk be pairwise disjoint subsets of V , We
denote by G/X1, X2, . . . , Xk the graph obtained from G by
contracting each Xi, 1 ≤ i ≤ k. We denote by G − v the
graph obtained from G by removing the vertex v and its
incident edges.

Figure3 shows a pseudocode of the GH algorithm. The
initial tree has one node and corresponds to the partition
P = {VG}.

At each iteration, the GH algorithm picks a node X ∈ VT

with X > 1 (see line 3). The vertices that corresponds to
the connected components of T −X are contracted in G to
produce a graph G′ (lines 4-6). A minimum s-t-cut {Y, Y } is
found between two vertices s, t ∈ X in the contracted graph
(lines 7-8). The tree being constructed is updated: node X is
split in two nodes Xs = Y ∩X and Xt = Y ∩X . Each edge
{A,X} incident to X is connected to Xs if the contracted
vertex containing A is on the s side of the cut; the edge
is connected to Xt otherwise (lines 11-19). The algorithm
ends when all nodes are singleton sets.

V. PARALLELIZATION OF CUT TREE ALGORITHMS

The parallel implementation of the Gus algorithm de-
scribed in [12] follows a master/slave model in which the
master takes care of the tree updates and of the generation of
tasks. The slaves, on the other hand, only compute minimum
s-t-cuts. The strategy is optimistic in the sense that the
slaves compute their tasks independently, even though, those
tasks may interfere with each other. Specifically, tree updates
may void other pending tasks that must be discarded by the
master. Experiments reported in [12] show that in general
good speedups are achieved by the strategy.

Informally, a cut {X,X} is unbalanced if X or X is
small. This notion plays an important role in explaining

1: T ← (VT = {V }, ET = ∅) // Partial GH tree
2: while ∃X ∈ VT such that |X| > 1 do
3: Let X ∈ VT such that |X| > 1
4: Let V1, V2, . . . , Vk nodes of the connected compo-

nents of T −X
5: Xi ←

⋃
V ′∈Vi

V ′, para 1 ≤ i ≤ k // all vertices in
the component

6: G′ ← G/X1, X2, . . . , Xk // Contracted graph
7: Let s, t ∈ X
8: {Y, Y } ← minimum s-t-cut of G′

9: Xs ← Y ∩X
10: Xt ← Y ∩X

// Update the tree splitting X in Xs and Xt

11: e← {Xs, Xt}
12: c(e)← d(Y ) // sets the edge capacity
13: for all edge e′ = {A,X} ∈ ET incident X in T

do
14: if A is on the Y side of {Y, Y } then
15: ET ← ET ∪ {{A, Xs}}
16: else
17: ET ← ET ∪ {{A, Xt}}
18: VT ← (VT \{X}) ∪ {Xs, Xt} // Split X
19: ET ← ET ∪ {e}
20: return T

Figure 3. Sequential GH Algorithm

the performance of the parallel Gus algorithm: the more
unbalanced the cut is, the less likely it interferes with other
cuts. This behavior contrasts with that of the GH algorithm:
when it finds a balanced cut, it significantly reduces the
size of the graph, causing all subsequent minimum cuts
computations to be executed on smaller graphs. As a matter
of fact, the only way the GH algorithm can compensate for
the extra time it takes to manipulate the data structures is
by reducing the size of the graph. Indeed, a comparison of
the performance of Gus and GH algorithms shows a strong
dependency on the input graph. The existence of balanced
cuts favors GH algorithm, although in many graphs such
cuts are rare.

We implemented a parallel version of the GH algorithm
in order to assess the speedups it can achieve and to verify
if it can run faster than the parallel implementation of the
Gus algorithm, as was the case of the sequential versions
presented in [11].

With respect to the level of parallelism to explore, we
note that the maximum flow problem is hard to parallelize.
Despite of extensive research on the problem, experimental
studies of parallel max flow algorithms report very modest
speedups [18], [19] due to the synchronization requirements.

A. An MPI Implementation of the GH Algorithm

The parallel implementation of GH algorithm follows
the same optimistic strategy used to implement the Gus



Table I
SIZES OF THE GRAPHS IN THE DATASET.

Graph |V | |E|
ROME99 3,353 8,879
GEOCOMP 3,621 9,461
POWERGRID 4,941 6,594
POLBLOGS 1,222 16,714
BA 10,000 49,995
ER 2,000 9,995
DCYC 1,024 2,048
NOI 1,000 99,900
PATH 2,000 21,990
TREE 2,000 21,990

algorithm in which the master process manipulates the tree
being constructed and the slaves solve minimum s-t-cuts
independently.

Each process maintains a copy of the input graph. The
master creates the tasks and sends them to the slaves. Each
task contains a partition of VG and the source and the
destination nodes, s and t. This information is used by
the slave to build the contracted graph and to compute the
minimum s-t-cut. When a slave finishes a task, it sends the
value of the maximum flow and the cut to the master. Based
on these data, the master may update the tree if s and t are
still in the same node of the tree. This is done in the same
way as the sequential algorithm. If s and t have already been
separated and belong to different nodes of the tree, then we
say that the task “failed”. The minimum cut is discarded and
another task is produced. The algorithm ends when all tree
nodes contain only one vertex.

We implemented two parallel version of the GH algo-
rithm. The first one does not make any effort to find balanced
cuts. The second one runs an heuristic that enumerates all
(up to a limit) of the minimum s-t-cuts in order to choose the
most balanced one. The cuts enumeration scheme is based on
[20] and it is applied on the residual network produced by
the maximum flow algorithm. The enumeration algorithm
takes linear time to produce each cut. In graphs where a
minimum s-t-cut is likely to be unique, this heuristic may
increase the running time of the whole algorithm without
any gain. However, if minimum s-t-cuts are not unique, this
procedure is necessary if we expect the algorithm to find
balanced cuts, since the maximum flow algorithm tends to
output very unbalanced cuts.

VI. EXPERIMENTAL RESULTS

The experiments with MPI ran on a cluster with 12 Intel
Core 2 Quad 2.4 GHz, 2 Gbyte memory and 4096 Kbyte
cache, interconnected by a Gigabit Ethernet network. The
code was written in C/C++ language and compiled with gcc
(optimization level -O3). Our implementations are based on
the push-relabel maximum flow algorithm [21] code HIPR1,

1Owned by IG Systems, Inc. Copyright 1995-2004. Freely available for
research purposes.

developed by B.V. Cherkassky and A.V. Goldberg [22].
We implemented the flow equivalent tree version of Gus
algorithm.
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The dataset was composed of 10 graphs as shown in
Table I. The first four graphs come from real data: a road
network of the city of Rome (1999) [23], one collaboration
network [24], a power grid network [25] and a network of
blogs [26]. Two networks were generated by random mod-
els: the Erdös-Rényi (ER) model [27] and the preferential
attachment model [28]. The other 4 graphs are synthetic
graphs of different types that have been used as benchmarks
for min cut and cut tree algorithms [11], [29].

Speedups were calculated as S = TS/TP , where TS is
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Figure 6. Mean graph sizes for the execution of the GH algorithm with
and without the heuristic, compared to the input graph sizes.

the time of the sequential implementations of the algorithms
and TP is the execution time in parallel on P processes. The
efficiency was calculated using E = S/P . All experiments
consisted of 10 runs on each instance.

A. Total running times

We measured the total running times of the algorithms.
Figure 4 shows the mean running times of the execution
of Gus algorithm and GH algorithm with and without
the balance cuts heuristic on all 10 instances running 12
processes on 12 machines.

The experiment shows that neither algorithm dominates
the other. On graphs DCYC and NOI the GH implementation
is faster than the Gus implementation and this is the same
relation that occurs with the sequential versions of the
algorithms. The GH algorithm ran 13 times faster than the
Gus algorithm on the DCYC instance and 2.9 times faster
on the NOI instance.

The heuristic improved the running times on the GEO
and the ROME instances. Some graphs as ER and BA do
not contain balanced cuts and therefore the heuristic wastes
time constructing an auxiliary structure that does not help in
decreasing the running times. Other graphs as NOI, PATH
and TREE do contain balanced cuts, but because the edges
are randomly weighted, these cuts are likely unique. On
these graphs, the search for more balanced cuts is again
a waste of time.

The conclusion is that some previous knowledge of the
structure of the graphs may help in determining which
algorithm is more suitable and if the search for balanced
cuts is worth or not. The GH algorithm can beat the Gus
algorithm when balanced cuts are expected.
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Figure 7. Speedups of the parallel implementation of the Gus algorithm.
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Figure 8. Speedups of the parallel implementation of the GH algorithm.

B. Number of Discarded Cuts

The number of discarded cuts is a quantitative metric
that shows how well the optimistic master/slave strategy
behaves. Figure 5 shows the mean number of discarded cuts
by each algorithm on each instance. The structure of the
graph, the choices of the s, t pairs done by the algorithms
and the choices of the cuts affects these numbers. Our
implementation does a few things to try to minimize the
number of discarded cuts. First, it chooses the s, t pairs
from alternate tree nodes if possible. Within a node, it
chooses disjoint pairs of nodes. This is an aspect of the
implementations that can still be optimized in the future
since few heuristics have been used to improve the task
utilization.
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C. Graph Sizes

The GH algorithm reduces the size of the graph along
its execution. Figure 6 shows the mean sizes of the graphs
for each instance and for the GH without and with the
heuristic that tries to find more balanced cuts. Not always a
reduced mean graph size implies a better total running time
because the reduced graphs may not necessarily be easier
instances for the maximum flow algorithm and because of
the overhead in finding these cuts and making the graph
contractions. However, the fact that the GH algorithm can
significantly reduce the size of the graphs suggests that a
further optimized version of the algorithm might produce
even better results.

D. Speedups

In general, the parallel Gus algorithm presents better
speedups because it is a more straightforward parallelization
of its sequential version, as can be seen in Figure 7. The
speedups of the parallel GH algorithms are presented in
Figures 8 and 9.

The best speedups achieved by the Gus algorithm running
on 12 machines were 9.42 and 8.85 on instances NOI and
TREE, respectively. The best speedup achieved by the GH
algorithm was 8.08 on the instance BA. Note that these
speedups were computed using the corresponding sequential
implementations of each algorithm.

VII. CONCLUSION

Cut trees are a widely used combinatorial structure. This
paper presented the first study of a parallel implementation
of the Gomory-Hu algorithm. Experimental results compar-
ing the performance of GH algorithm and Gusfield algorithm
have been presented. Experimental results showed that the

parallel implementation of the Gomory-Hu’s (GH) algorithm
can achieve good speedups. When compared to the parallel
Gus algorithm, the parallel GH algorithm can have a better
performance on graphs that contain balanced cuts.

The scalability of the algorithms should be further in-
vestigated. While the master process of the Gus algorithm
executes few instructions per cut, the GH’s master process
does more work. Therefore, the master process of the GH
algorithm is more likely to become a bottleneck as the
number of processes increases.

Further optimizations of the GH algorithm may improve
its performance. In particular, strategies for choosing the
next pair of vertices to separate should be investigated.

Since the Gus algorithm and the GH algorithm do not
dominate each other in terms of running times, a promising
future research is to investigate a hybrid implementation that
takes advantage of both strategies and that may provide a
more robust performance independently of the instance.
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